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Abstract
The problem addressed in this deliverable arises from the need to satisfy the steadily
increasing demand for railway transportation. This requires running more trains in a
given time period in order to use the existing resources more efficiently; the greater the
number of trains, the higher the utilisation of the network. However, delays caused by
uncertain events such as bad weather conditions, prolonged boarding and alighting, and
technical malfunctions are more likely to propagate through the network when network
utilisation is high. The challenge is to generate a timetable such that small delays can be
absorbed before they spread out and affect other services. For this purpose, the
deliverable describes a two-stage stochastic program. The ﬁrst stage generates a
timetable, specifying arrival and departure times for a given set of services. Recourse
actions, including speeding up trains, are taken in the second stage in order to minimise
any deviations from the timetable in the case of delays. A large neighbourhood search
algorithm (LNS) is described to solve the problem, which inserts train services into the
timetable by a powerful recursive algorithm. The performance of the LNS is assessed by
conducting extensive computational experiments on benchmark instances as well as on
a case study extracted from a section of the British rail network. The results give insights
into the trade-off between network utilisation and timetable reliability by examining the
reliability of various timetables when executed under uncertainty.

1

1 Introduction
Governments all over the world put signiﬁcant emphasis on enhancing the mobility of
the public by making the railway system accessible for everyone. The efforts in the UK,
for example, have resulted in a 5.1% increase in the total distance travelled by
passengers on trains since 2010 and a 129.8% increase since 1994 (Office of Rail and
Road, 2016). This trend is expected to continue in the years to come. In this deliverable,
we elaborate an adequate response to the growing number of railway passengers by
taking into account reliability and capacity. Reliability is the most important requirement
of passengers (Department for Transport, 2007) and is often measured by the deviations
from the current timetable that are caused by events such as bad weather conditions,
prolonged boarding and alighting, and technical malfunctions. A common strategy to
increase capacity is to offer more train services in a given time period (i.e., increasing
the service frequency). Increasing the capacity per train by adding additional carriages
and upgrading to double-deck trains is infeasible where there are restrictions caused by
short platforms and low tunnels, respectively. Improving reliability and increasing
operational capacity tend to be conﬂicting objectives. In dense rail networks with tight
timetables, both of which are supposedly features of efficient railway systems, the delay
of one train is likely to propagate over the network, affecting other trains that in turn
delay further trains. This process is referred to as a knock-on effect. This work is
motivated by the above observations and describes an approach for generating
timetables with the required number of services while complying with the planning
rules. The objective is to mitigate the knock-on effect measured by the expected delays
from the published timetable. We consider small delays in the range of a few minutes
rather than major disruptions. Small delays might be compensated by, for example,
increasing the velocity of a train. However, more signiﬁcant disruptions, for instance
caused by accidents or broken tracks, render the entire timetable infeasible. Taking
them into account in the timetable generation might result in timetables that are too
conservative and, therefore, inefficient. This remaining sections of the paper are
organised as follows. Section 2 provides a literature review on train timetabling and
related issues. The main contributions of this deliverable are provided in Sections 3, 4,
and 5, and their respective content is summarised below. Finally, some conclusions are
given in Section 6.

The problem and a suitable objective function are deﬁned to model robustness under
uncertainty.
A two-stage stochastic programming model is proposed for a timetabling problem under
uncertainty. Most authors addressing uncertainty in this context start from a given
timetable. The reliability of this timetable is improved by optimising the arrival and
departure times at different locations while maintaining the order among the trains. Our
two-stage model generates timetables in the ﬁrst stage by deciding on the precedences
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among trains, and their arrival and departure times. In the second stage, we consider
different recourse actions to recover from a delay as soon as possible (for example,
speeding up trains and changing the order of trains at junctions). Deciding on the order
among trains and solving the timing problem simultaneously is signiﬁcantly more
challenging than solving each problem separately. However, we expect the increased
ﬂexibility to result in timetables with a greater number of services, while keeping
reliability at a similar level. The model is built on an event-activity graph that
incorporates conﬂicts among trains at platforms, track segments, junctions, and points.

A solution algorithm for generating timetables is presented.
An efficient solution algorithm is developed by ﬁrst transforming the timetabling
problem into a job-shop scheduling problem. A recursive approach is then used to insert
services into the timetable. The feasibility of the timetable is maintained at each step by
intricate checking mechanisms. Once the order among the services is ﬁxed, appropriate
buffer times are allocated by a greedy algorithm and linear programming in order to
hedge against random delays. The efficiency of the algorithm is evaluated on challenging
benchmark instances. The approximate results are compared to the results generated by
a Mixed Integer Program solver (MIP), and different versions of the algorithm are
analysed.

Insights into the trade-off between capacity and reliability are provided through real
network data.
We perform a case study on the network around a busy station. A currently valid
timetable and delay data gathered by the network infrastructure manager are used. The
results of the case study show that optimisation techniques can be used to satisfy the
increasing demand without making large investments in the existing infrastructure.
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2 Related literature
Once devised, railway timetables remain valid for a reasonable amount of time (e.g.,
several months to a year) and are used internally to manage transportation activities
and externally to inform passengers. Designing a timetable is constrained by track
capacities (e.g., allowing only one train at a platform, no overtaking on the same track),
planning rules (e.g., maintaining sufficient distance between trains), and operational
constraints (e.g., passenger demand, dwell times). Surveys on train timetabling, routing,
and scheduling are presented by Cordeau et al. (1998), Huisman et al. (2005), Caprara et
al. (2007) and Cacchiani and Toth (2012).
Timetabling problems are investigated by, e.g., Caprara et al. (2002, 2006), and
Cacchiani et al. (2016). The listed authors assume a competitive market in which train
operating companies propose train services they would like to offer to the public. A socalled ideal timetable is formed by bringing together all the proposed services. Based on
this ideal, but mostly infeasible timetable, the infrastructure manager is responsible for
computing a ﬁnal timetable that will be adopted. In order to ensure a feasible schedule,
the manager can make use of options such as shifting the departure times of trains,
stretching the total journey times, and rejecting services.
Deviations from the published timetable are inevitable in the day-to-day operations.
Some studies such as those by Dollevoet et al. (2013, 2014, 2015), Veelenturf et al.
(2016), and Schöbel (2009), focus on real-time rescheduling the timetable in the event
of a delay or a disruption. The decisions at this level involve cancelling and re-routing
services, skipping stops, and keeping a service waiting if feeder services are delayed. A
detailed description of realistic strategies to recover from delays is given in Hofman et
al. (2006). For surveys on disruption management see, for example, Jespersen-Groth et
al. (2009) and Cacchiani et al. (2014).
Integrated approaches that take into account uncertainty in the planning phase in order
to mitigate knock-on effects in the operational phase are presented by Andersson et al.
(2015), Fischetti et al. (2009), Kroon et al. (2008), and Liebchen et al. (2009, 2010).
Kroon et al. (2008) assume that the order among trains is given and may not be
changed. Their goal is to re-allocate travel time margins in order to hedge against
random delays. Similarly, Fischetti et al. (2009) focus on allocating buffer times without
changing the precedence relations among trains. The effect of the precedence structure
is evaluated by generating different timetables in a deterministic fashion and evaluating
their potential to optimise robustness while maintaining the order of trains. Liebchen et
al. (2010) generate delay resistant timetables by incorporating a penalty term into the
objective function that approximates the expected delays. The resulting timetables are
exposed to uncertain disturbances and their robustness is evaluated after actions have
been taken to mitigate the effect on passengers. Andersson et al. (2015) apply a
deterministic approach to reallocate buffer times to locations that are sensitive to
delays.
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3 Problem Description and Modelling
The train timetabling and scheduling problem (TTSP) addressed in this work is deﬁned
on a railway network of the type, for which an example is given in Figure 1. We consider
several stations, each with a given number of platforms, points where tracks merge or
diverge (e.g., Points 6 and 7), junctions (Junction 8), double track lines (between Station
0 and Point 7), quadruple track lines with fast and slow tracks in each direction (between
Point 7 and Station 3), and single track lines that are traversed in both directions
(between Junction 8 and Station 4). Train services that run on the network are deﬁned
by their route that is deﬁned by a sequence of stations, junctions, and points, and the

type of train (freight, express, or regular).

Figure 1:

Example of a network layout (instance tt_6_5_j). The numbers in the brackets
indicate the number of platforms at a given station.

The problem is to schedule a set of services on the network such that all operational
constraints are satisﬁed and knock-on effects due to random delays are mitigated.
Accordingly, the objective function minimises the expected weighted average of the
worst delay and the average delay at stations. The worst delay is expressed by the
maximum deviation from the timetable. The average case is given by the average delay
per train and station. The emphasis on these terms is controlled by parameter α.
Typically, we start from an existing timetable, referred to as reference timetable. The
possible changes of the reference timetable are limited by time window constraints on
the arrival and departure times. The objective is to ﬁnd a timetable with minimum
expected delay, which is formulated as a weighted average of the maximum delay that
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any train experiences and the average delay per train. Several recourse actions are
considered in the presence of a delay. These include increasing the speed of trains,
overtaking of trains, and changing the train-to-platform assignment and the order in
which trains approach a platform. Delay scenarios are used to specify the duration and
location of any delay for each service. We make the following assumptions. First, delays
are mainly propagated at large stations with many incoming and outgoing trains. Track
segments around busy stations are highly utilised, causing conﬂicts between trains
(Armstrong et al., 2010, Dollevoet et al., 2015). Therefore, stations offer great potential
for optimisation. In addition, this assumption enables us to focus on a small part of a
larger network. Second, travel and dwell times are independent random variables. Train
timetables are often generated by estimating delays and allocating buffer times in a
deterministic fashion. Using buffer times is a convenient approach to mitigate the
knock-on effects. However, buffers consume capacity which might prevent the insertion
of new services. Our work is based on the premise that it is possible to increase the
operational capacity of a timetable with minor effects on the reliability if the uncertain
nature of delays is taken into account explicitly. The concept is illustrated by an
example. Figure 2 shows a sample network with a single platform and two incoming and
two outgoing tracks. The platform is used by two trains o and q. Train o arrives from
node 1, stops at the platform between nodes 3 and 4, and leaves the station towards
node 5. Train q arrives from node 6, stops at the platform, and leaves in the direction of
2. The dwell time for both trains is one unit, respectively. Headways are ignored for the
purpose of this example. Trains o and q are assumed to leave the platform on time with
a probability of 3/4 and 1/2, respectively. The possibility that the dwell time of train o is
delayed by four time units is 1/4. Similarly, train q is delayed by two time units with a
probability of 1/2. Moreover, these delays are independent of each other. In a
deterministic approach, we estimate a reasonable realisation of the random variables
(i.e., the dwell times of o and q) and solve the problem without uncertainty. The
estimated value is the mean of the random variables. Accordingly, the planned dwell
time of both trains is set equal to two time units under this approach.
Figure 3 illustrates three different timetables and their behaviour when exposed to four
uncertainty scenarios with given probabilities. The robustness of the timetables is
evaluated in Table 1. Timetables 1 and 2 are equivalent solutions of the deterministic
approach as the assumed dwell times are equal. However, Timetable 2 is more robust
under uncertainty: the sum of the expected delays is 0.5 time units smaller than that of
Timetable 1. In Timetable 3, we consider uncertainty explicitly and allocate two units of
buffer time to train q, but no buffer time to train o. Thus, with stochasticity
considerations, it consumes the same resources as (deterministic) Timetables 1 and 2
(i.e., four time units at the platform). Yet, the expected delay is only one time unit.
Therefore, the stochastic solution is favoured over the deterministic solutions for this
instance.
Details of the model and the mathematical formulation are given in Appendix A.1.
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Figure 2:

Figure 3:

Table 1:

Sample network

Example of three different timetables.

Evaluation of the three timetables from Figure 3.
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4 Solution method
The ﬁrst step in solving the TTSP is to transform the event-activity model into a job-shop
model (e.g., Blazewicz et al., 1996, Jain and Meeran, 1999), which is then solved by a
large neighbourhood algorithm. A detailed description of the transformation and
optimisation process is given in the following sections.

4.1 Job shop representation
Job-shop models are well studied in the literature and, therefore, provide a solid basis
for solving the TTSP. Job-shop representations of timetabling problems have been
applied by, e.g., Burdett and Kozan (2009, 2010), Liu and Kozan (2009, 2011), and
Paraskevopoulos et al. (2015). The challenge in the classic job-shop problem (JSP) is to
schedule a set of jobs on a set of machines so that the completion time of the last job
(i.e., makespan) is minimised. Each job is composed of several operations. All operations
of a job have to be executed on different machines in a speciﬁc order. Typically, at any
time, each machine can process at most one job, and each job can be processed by at
most one machine. A solution to the JSP speciﬁes the sequence in which jobs are
processed on each machine and the respective starting times.
The transformation from the TTSP to the JSP is achieved by replacing track segments
with machines and trains with jobs. For each train, the route through the network, i.e.,
the sequence of track segments, is replaced by the set of operations. The TTSP is a
generalisation of the JSP: First, blocking and no-wait constraints force jobs to remain on
the current machine until the next machine becomes available (Hall and Sriskandarajah,
1996, Mascis and Pacciarelli, 2002). Second, some machines can process several jobs
simultaneously, e.g., multiple trains can travel along a track segment containing multiple
signal blocks as long as the headway constraints are satisﬁed and conflicting train
movements (e.g. on single-track sections or at flat crossings) are avoided. Also, there
might be parallel tracks and platforms, which are often referred to as parallel machines
in the area of machine scheduling. Third, operations have time windows in which
processing must start. On machines representing a platform, the time window restricts
the arrival of a train; on machines representing a track segment, the train’s departure
time is constrained. In JSPs, release dates and due dates refer to the times a job is
available for processing and should ideally be completed, respectively. Fourth, the cycle
time of jobs, i.e., the difference between completion time and starting time, is bounded
(see journey time constraints). Finally, particular operations have to be scheduled with
speciﬁc time lags other (see spread activities).
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4.2 Large neighbourhood search
The job-shop representation of the TTSP is solved by large neighbourhood search (LNS,
Shaw, 1998). The pseudo code of the LNS is given in Algorithm 1. The idea is to
repeatedly destroy a solution by removing jobs from machines in order to reassign them
to better positions (line 2). In each iteration of the LNS, the current solution is destroyed
by applying one of three available destroy operators (see Appendix A.2.1). The selection
is made randomly with equal probability. If all operations have been assigned to
machines successfully (line 3), the reliability of the new solution is improved and
evaluated by considering the random scenarios. The operation-to-machine assignments
and the sequence in which operations are processed on each machine remain
unchanged in the second-stage. In the heuristic, we adjust only the arrival and departure
times in the timetable such that delays can be absorbed by speeding up trains. Clearly,
the ﬂexibility to react to a delay decreases. However, experiments have shown that this
simpliﬁcation has a negligible effect on the solution quality (see Section 5.3 for more
details).
Improving and evaluating the robustness of a timetable is computationally costly even
using the simpliﬁcation introduced above. Therefore, we ﬁrst compute an
approximation of the objective value (line 4). The timetable is optimised further only if
the approximated objective value is within a threshold β of the best found solution (lines
5 and 6). The best solution is recorded in lines 7–8. The current incumbent solution is
replaced by a new solution according to a simulated annealing acceptance criterion (line
12–14). Details on the acceptance criterion are given in Appendix A.2.2. The output of
LNS is a solution to the job-shop problem which is equivalent to the solution of the TTSP.
In the following, we describe the components of the algorithm in detail.
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4.2.1 Recursive insertion algorithm
The core of the algorithm is an insertion operator that recursively assigns operations to
machines. Operations are assigned one after another. Each time when there is no
feasible insertion position for a speciﬁc operation, we backtrack to the predecessor
operation and assign it to a different position. Conventional local search strategies that
change the sequence of operations at one machine at a time or apply the same move to
several machines simultaneously (e.g., swapping the order of two jobs at every machine)
are ineffective. The operations are tightly coupled because of the blocking and no-wait
constraints. At the same time, machines might have to process a different set of jobs.
Consider, for example, two junctions that are passed by services with different routes. If
there is a feasible insertion position in the current solution, our algorithm is guaranteed
to schedule the job. The job is left unassigned otherwise.
The structure of the insertion operator is outlined in Algorithm 2. The input is a partial
solution and the set of unscheduled jobs. Jobs are sorted either randomly, in ascending
order of the middle of the time window, or in descending order of the number of
iterations the job was scheduled successfully (lines 1 and 2). The latter approach
promotes the early insertion of jobs that are hard to schedule.
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One of these sorting approaches is chosen randomly with equal probability in each
iteration. Jobs are scheduled, one after another (lines 4 and 5), by assigning operations
recursively as indicated in Algorithm 3. The algorithm starts with the ﬁrst operation of a
job. It identiﬁes all feasible insertion positions by considering all available machines (line
1) and iteratively inserts the operations to the positions (line 3). A high level of
diversiﬁcation is achieved by ordering the insertion positions randomly. As a result, we
can generate a large number of different solutions and select the one that is most
robust against delays. The algorithm continues by performing the same steps for the
next operation (line 4). If there is no feasible insertion position for the next operation,
the algorithm removes the previous operation from its current position (line 7) and
inserts it into the next possible position (line 3). The algorithm stops when the current
job’s last operation has been scheduled successfully (line 5) or when there is no feasible
insertion position for either of the operations (line 9).

4.2.2 Feasibility checks
Checking for feasibility when inserting new operations is a computationally demanding
process. The insertion of one operation affects all operations that have already been
scheduled1. Feasible insertion positions for a given operation are identiﬁed by
1

The problem could be decomposed into two sub-problems if there were no conﬂicts among trains travelling in different
directions (i.e., there are no junctions and no bi-directional track segment and platforms).
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performing feasibility checks step-by-step (line 1 of Algorithm 3). The checks are
executed in increasing order of complexity to save computation time. We declare an
insertion position infeasible if any constraint is violated and continue with checking the
next position.
First, we check whether or not the assignment would violate the blocking and no-wait
constraints (e.g., whether or not a train is overtaking another one on the same track).
Let us assume, an operation a is checked for being assigned to machine A. An insertion
position is infeasible (i.e., trains would overtake each other) if the predecessor of a and
the predecessor of any other operation that is already schedule on A are processed by
the same machine, but in a different order.
Next, we check feasibility with respect to the time window and spread constraints. This
check requires a precedence graph that indicates the sequence in which operations have
to be processed. Each operation is associated with a node. The arcs of the graph are
speciﬁed by the order in which operations have to be processed in order to complete a
job and the order in which jobs are processed by a machine. The blocking and no-wait
constraints are incorporated by additional arcs. The concept behind these arcs is
illustrated in Figure 4. For junctions, bi-directional tracks, and platforms, we add an arc
from the successor of operation a, denoted by s(a), to the operation that is processed
immediately after a, i.e., b. For track segments, we add an arc from the successor s(s(a))
of s(a) to the successor s(s(b)) of s(b). The ﬁrst arc enforces the constraint that a train
may only approach a platform when the previous train has already left. The second arc
avoids overtaking on track segments. Spread constraints are incorporated by specifying
the order among all passenger services of the same type. In our heuristic, we assume
that these services are executed in the same sequence as in the reference timetable2.
This sequence is enforced in the scheduling process by adding respective arcs to the
precedence graph.
Once the graph is set up, the operations are sorted in topological order. If the graph
contains cycles, the insertion position is infeasible. Otherwise, the starting and ending
times of the operations are computed. The starting time of an operation depends on its
time window, the ending time of its predecessor within the job, and the starting or
ending time (depending on the machine type) of its predecessor on the machine it is
processed on. Once the starting time is set, the ending time of its predecessor is
readjusted to eliminate unallocated times. This is necessary if an operation has been
ﬁnished on one machine, but it has to wait to get started on the next machine. All
starting times must comply with the time window and spread constraints. Otherwise,
the insertion position is infeasible.
Finally, we check and adjust the processing times of the jobs (i.e., journey time of the
services). If violated, the starting time of the ﬁrst operation of the respective job is

2

This assumption might prevent ﬁnding an optimal solution, e.g., when delay scenarios suggest that a severely delayed
service should be scheduled last. However, this effect plays a minor role in real-life applications.
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pushed forward and the time window and spread constraints are checked once again.
The processing time of the jobs is compressed until the solution is feasible or a time
window constraint is violated.

Figure 4:

Problem speciﬁc precedence relations indicated by dashed arrows.

4.2.3 Improving and evaluating solutions
Once the order among the services is speciﬁed, the arrival and departure times are
adjusted by taking into account the random scenarios. This involves solving the problem
presented in Section 3 without the binary decision variables and the associated
constraints3.
Applying an LP solver each time a feasible solution is found is straightforward, but also
costly in terms of computation time. In fact, the number of sub-problems solved by
linear programming is the greatest driver of the total computation time.
We propose a simple greedy algorithm that provides an upper bound for the objective
value. Poor solutions can be identiﬁed quickly and optimising them further by linear
programming can be avoided. The greedy algorithm improves the robustness of a
solution by iteratively pushing the starting times of certain operations forward, i.e., by
adding more and more buffer times. The outline is presented in Algorithm 4. The
algorithm requires a feasible solution x, the associated list of operations sorted in
topological order of the precedence graph O, and the delay scenarios S. The variables
are initialised in lines 1 to 3. Set L is a list of operations ordered by their expected delays;
initially it is empty. The objective value of a given solution is computed in function
computeOV (x, O, L, S). First, the starting times are ﬁxed (x variables in the model). Then,
in each scenario, delays are propagated along the precedence graph in order to
compute the actual starting times (y variables in the model). Finally, the deviations

3

The order among trains and the platform assignment is ﬁxed in the second stage.

13

between actual and original starting times are computed. List L is updated each time the
function is called. Variable f1 is initialised with the approximated objective value of the
input solution (i.e., the one provided by the recursive insertion algorithm). Then,
iteratively, the starting times of the operations in L are pushed forward by calling
addBuffer(x, O, L). In each iteration, only one buffer is added to each service and only if
no operational constraint is violated. Shifting the starting time of one operation affects
all following operations. So, buffer times in the ﬁrst-stage are propagated through the
precedence graph just as delays in the second-stage. For a given operation, the length of
the buffer corresponds to a given percentage of its predecessor’s processing time. In this
study, the parameter was set to 5%. We re-evaluate the objective value and update L if
at least one buffer has been added (line 6). This process is repeated as long as the
solution is improving by pushing starting times forward.
Parameter β in line 5 of Algorithm 1, has a large inﬂuence on the solution quality and the
computation time. Good solutions might be missed if β is too small; if too large, the
computation time increases signiﬁcantly. A proper value for β is identiﬁed by recording
the difference between the optimal objective value and the approximation value of the
ﬁrst 50 solutions and taking the maximum. This way, the algorithm reacts to ﬂuctuations
in the solution quality.
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5 Computational experiments
The aims of our computational experiments are two-fold. The ﬁrst aim is to assess the
performance of the LNS algorithm on randomly generated benchmark instances. The
performed experiments and details in the benchmark instances are given in Appendix
A.3. The second aim is to conduct a case study on a small part of the UK railway network
in order to examine the reliability of the current timetable, the current utilisation of the
network, and the trade-off between operational capacity and reliability. A detailed
description of the case study is given in the next subsections.
All algorithms are coded in C++. Mixed integer linear programs and linear programs are
solved by IBM CPLEX 12.6. Experiments are run on the Iridis-4 supercomputer (i.e., Intel
Xeon E5-2670 processors with 2.6 GHz and 4GB of RAM per core).

5.1 Details of the case study
The case study involves the rail network surrounding Peterborough train station. The
network comprises seven stations, four junctions, seven points, and 47 arcs. Each arc
represents a track segment that can either be a fast, slow, main, or freight track. The
layout is presented in Figure 5. Freight trains can be assigned to slow, main, or freight
tracks; regular trains to slow or main tracks; and express trains to fast, slow, or main
tracks. Allowing trains to be assigned to different types of tracks allows for additional
ﬂexibility in the optimisation process. However, it can also make it harder to ﬁnd
feasible solutions, since assigning an express train to a slow track, for example, leaves
less capacity for regular and freight trains. This potential issue is mitigated by assigning
express trains to slow tracks only if no other feasible insertion position is found in the
ﬁrst step (line 1) of Algorithm 3. The set of train services selected are those running on a
representative weekday, namely 4 November 2015. From the national timetable, we
select all passenger and freight trains (including light locomotives) that visit
Peterborough between 7am and 9am. In total, there are 55 services in our reference
timetable. This results in 90 machines and 573 operations in the job-shop model. The
average speed of express, regular, and freight trains is assumed to be 119, 87, and 63
mph, respectively. The time required for acceleration and deceleration is considered by
decreasing the average speed by 10% if a given train has to stop once, by 25% with two
stops, and by 50% otherwise.
Delay information is gathered from historical delay data (Network Rail, 2015) in which
more than six million delays were recorded between 1/12/2013 and 18/04/2015 (i.e.,
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Figure 5:

Network used in case study. Stations are indicated by circles, points by
triangles, and junctions by rectangles.

over 503 days). After ﬁltering out irrelevant information such as delays arising due to
propagation4, almost 800 000 records remain. Delay scenarios are sampled in a MonteCarlo fashion. In each scenario, we decide, for each train, whether or not it is delayed by
a Bernoulli trial; if yes, the delay is assigned a location and duration. The length of the
delay is modelled by a Gamma distribution. We used Q-Q plots to compare normal,
exponential, Gamma, and Weibull distribution; the Gamma distribution provided the
best ﬁt on average.

5.2 Case study
In this section, we present experiments based on the case study, for which the
parameters are set as follows: services may be shifted by ±5 minutes; the journey time

4

The reason for removing secondary delays from the delay data is that these delays are a result of the optimisation
process. Primary delays are given and constant in our model whereas the objective function minimises the secondary
delays.
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of passenger services may not be stretched; headway times are set to 3.5 minutes; and
the minimum dwell time at a station is 1.5 minutes.
The trade-off between capacity utilisation and reliability of services is examined by
sequentially inserting additional services to the timetable. The two objectives are
conﬂicting and attaching weights to them is difficult (e.g., how big a loss in reliability is
one willing to accept for inserting one additional service?). Performing a multi-objective
analysis by generating various non-dominated solutions is beyond the scope of this
project. Instead, a given number |T ′| of services is iteratively added to the timetable.
Newly added services are copies of some of the services from the reference timetable
such that they have the same maximum journey time and are assigned to the same
tracks and platforms. There are no shift constraints for the new services, but all services
must arrive at or depart from Peterborough between 7am and 9am. For each |T ′| ≤ 40,
ﬁve instances are generated by randomly selecting services. As it is not clear which
trains belong to the same service in the reference timetable, we enforce that only the
original and copied services have to be scheduled with a time gap of at least 15 minutes.
Solutions are generated by considering 20 randomly generated delay scenarios. The best
solution returned by LNS (see line 16 of Algorithm 1) is then re-evaluated with 100 delay
scenarios. The LNS phase is aborted after 90K iterations or 10 hours, whichever is
reached ﬁrst. Each instance is solved three times.
The trade-off between number of added services and reliability is illustrated in Figure 6.
The average deterioration in the objective value compared to the average solution value
with the initial 55 services is plotted against the number of added train services. There is
one circle for each feasible timetable, and for each choice for the number of added
services there are up to ﬁve circles. LNS is able to solve 184 out of the 200 instances. A
visual inspection of the data reveals a convex relationship. Nevertheless, the trade-off
between the two objectives can be represented by a simple linear regression model,
which provides a good ﬁt as is indicated by the value R2 = 0.938. The slope of the ﬁtted
regression line is 3.638. We expect the quality of the linear model to deteriorate as the
number of additional services approaches the maximum number that can be ﬁtted
within a valid timetable.
Figure 7 shows the average CPU requirements (in minutes) of generating timetables
with different numbers of services. For each number of additional services, we plot on a
logarithmic scale the total CPU time required by LNS, the time required for evaluating
solutions in the LNS phase (lines 4 and 6 in Algorithm 1), and the time for the ﬁnal
evaluation with 100 scenarios. A time limit of 10 hours is imposed on LNS, and is
indicated by a dashed line in the ﬁgure. LNS is able to execute 90K iterations within 10
hours for instances with up to 74 services (55+19). Beyond that value, the search is
aborted after fewer number of iterations. More time is spent by the recursive algorithm
as the number of services increases. Concurrently, less time is required for evaluating
the objective values. There are less feasible positions to insert services when the
utilisation is high and, accordingly, the number of feasible solutions is less. The average
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computation time for evaluating the ﬁnal solution with 55 services is 3.6 minutes, and
with 95 services it is 30.4 minutes.
The effect of the stretch constraints is examined in Figure 8. The base version (indicated
by solid lines) is compared to results generated by allowing the journey times to be
stretched (indicated by dashed lines) by 5% for express trains and 10% for regular trains.
For both versions, the ﬁgure shows the average results and a linear regression ﬁt. With
more ﬂexibility in the journey times, LNS can solve 193 out of the 200 instances, which is
9 more than in the base version. Additionally, for a given number of services, the
reduction in the OV is approximately 8% as a result of stretching. Further, the slope of
the ﬁt is steeper in the stretch version which is due to more timetables being feasible
towards the right side of the ﬁgure.

Figure 6:
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Trade-off between reliability and capacity: the deterioration in the objective
value by adding new services is compared to the solution with 55 services

Figure 7:

CPU requirements of generating timetables with different numbers of services.

Figure 8:
Comparison of base version (journey times may not be stretched) and stretch
version (journey time of express and regular trains may be stretched by 5% and 10%,
respectively).
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5.3 Summary of ﬁndings
By comparing two versions of the model solved by CPLEX, namely MIP recourse and LP
recourse (see Appendix A.3), we have found that equally good solutions can be
generated with the latter despite considering simpler recourse actions in the second
stage. This does not mean that complicated recourse actions can or should be avoided in
practice. Instead, the result implies that the LP recourse strategy provides a good
approximation of the second-stage objective function as presented in Section 3. The
problem complexity is signiﬁcantly reduced by eliminating the integer variables in the
second stage. The second-stage solutions are unlikely to be meaningful under this
approach, but our interest is in a robust timetable rather than a speciﬁc recourse action.
Additionally, our results suggest that stretch constraints might have a large impact on
the capacity utilisation of the network. More timetables could be generated in the case
study and more benchmark instances become feasible as a result of more stretchable
journey times. A possible explanation for this observation is the higher ﬂexibility in
resolving conﬂicts outside the station (for example, at junctions and points where tracks
merge). The large differences in the robustness of different solutions (i.e., objective
values) indicate that it is important to ﬁnd the right order among trains when the focus
is on reliability.
Fischetti et al. (2009) state the contrary. By validating the robustness of timetables with
different precedence patterns, they conclude that the order among trains is secondary.
Differences in the ﬁndings are likely to be attributed to differing assumptions. In our
case, timetables are distinguished only by their robustness and that there is a high level
of ﬂexibility when generating different timetables. However, Fischetti et al. (2009)
generate timetables in two steps: ﬁrst, a so-called nominal timetable is generated by
maximising the proﬁt, i.e., minimising the deviations from an ideal timetable (see
Section 2); second, the robustness of the timetable is improved by shifting the arrival
and departure times while bounding the deviations from the objective value of the
nominal timetable. Differences in the topological structures of the networks and in the
objective function might also contribute to the contrasting ﬁndings. That is, we are
focusing on bottlenecks such as large stations and junctions, and our objective function
incorporates the maximum delay which is more sensitive to changes in the precedence
structure than the average delay. Also, our ﬁndings are based on experiments with a
fairly small number of scenarios. Using more scenarios or scenarios with different types
of delays might lead to different outcomes.
The results for the case study indicate that there is plenty of scope for increasing the
operational capacity at Peterborough since up to 40 additional services could be
inserted into the timetable. However, there may be bottlenecks beyond the boundaries
of the area considered here, which are likely to decrease this number. Additionally, the
availability of rolling stock and staff, as well as shunting movements within the stations
have not been considered. Therefore, the results should be interpreted as a best-case
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situation. Nevertheless, they suggest that it is possible to increase the capacity
utilisation of the existing infrastructure by using state-of-the-art optimisation
techniques, as opposed to alternative strategies that are signiﬁcantly more expensive
and involve reducing headway times (for example, by updating the signalling system and
improving the breaking performance of trains) or laying new tracks.
Experiments with LNS prove the heuristic’s ability to generate feasible solutions in a
short amount of time, even though scheduling all jobs is already a hard problem. Within
a reasonable computation time, LNS generates solutions that are, on average, around
6% worse compared to the best-known solutions. Given the tactical nature of the
problem, even longer computation times might be acceptable than those tested in our
study.

6 Concluding remarks
A viable approach to keep up with the increasing number of railway passengers is to run
more services at peak times, i.e., to add more services to the timetable. However, more
traffic means more conﬂicts among trains; and the tighter the capacity constraints, the
greater the number of conﬂicts. Without sufficient buffer times to absorb random
delays, the delay of one train might propagate through the entire network.
In this deliverable, we addressed a realistic train timetabling problem by considering the
number of offered services and their reliability. A two-stage stochastic programming
model is proposed for generating timetables with the required number of services at the
tactical level. Different recourse actions to recover from delays are taken into account at
the operational level (e.g., speeding up trains). The model considers conﬂicts among
different types of trains (e.g., express and freight trains) at different locations (e.g.,
points, junctions, and platforms). Small instances can be solved by commercial MIP
solvers. For solving large instances, we have developed a large neighbourhood search
algorithm (LNS). In each iteration, the algorithm executes two phases: a feasible order
among trains is determined in the ﬁrst phase, and given this order, the reliability of the
timetable is optimised in the second phase. Train services are scheduled by a recursive
algorithm that is guaranteed to insert a service into a given timetable if a feasible
insertion position exists. Appropriate buffer times are incorporated into the timetable
by a greedy algorithm and linear programming in order to absorb random delays. More
complicated recourse actions have been tested, such as changing the platform
assignments if a platform is blocked and allowing trains to overtake if an express train is
stuck behind a regular train. However, our results suggest that considering complicated
recourse actions can be avoided in the timetabling phase. This conclusion remains to be
veriﬁed on railway systems with large-scale delays. Our LNS has been tested extensively
on benchmark instances. The algorithm is able to generate feasible timetables even
when the capacity constraints are tight. The solution quality increases with a larger
number of iterations, while computational times are reduced by avoiding the costly
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evaluation of unpromising solutions. The algorithm generates solutions that are on
average 6.6% worse than the best known solution, where the average computation time
is 4.1 hours.
By solving a case study around Peterborough station, we have discovered that the
utilisation of the network in that area is low. Our LNS is able to insert at least 40
additional services although each additional service would lead to a decrease in
reliability by around 3.6%. Ideas for future research are as follows. Our results suggest
that considering complicated recovery strategies in the second-stage such as changing
the order among services does not provide better solutions. This result might have a
large impact in real-life timetabling and should be investigated further. A viable
approach to support or refute our ﬁndings is to perform challenging simulation runs on
timetables generated by different models. However, implementing different recovery
strategies that are executed automatically in simulations is not straightforward.
From a computational point of view, developing dedicated exact algorithms such as the
L-shaped method for solving the simpliﬁed two-stage stochastic program with linear
recourse would be possible. Also, solving benchmark instances with a larger number of
scenarios would be helpful in a further evaluation of our results.
The LNS heuristic algorithm performs well, although there is still scope for improvement.
Ideas for improving the efficiency include an evaluation mechanism that predicts better
insertion positions in the recursive algorithm rather than accepting each feasible
insertion position as equally good.
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A Appendix
A.1 Model details
A.1.1 Event-activity graph construction
The TTSP can be deﬁned on an event-activity graph G = (N, A) (Dollevoet et al., 2015,
Schöbel 2009, Seraﬁni and Ukovich, 1989) where N is the index set of events and A is the
set of activities. Arrival events are indexed in set Narr and departure events in the set
Ndep, where Narr ∩ Ndep = ∅. Set N is deﬁned as N = Narr ∪ Ndep ∪ {0}, where 0 serves as a
dummy node that is used to identify the ﬁrst and the last event of each service. Each
train service is modelled as a sequence of alternating arrival and departure events,
starting with and ending at 0. The direct successor of an event i is denoted by i′. Thus, if i
∈ Narr, then its successor is i′ ∈ Ndep, while if i ∈ Ndep, then its successor is i′ ∈ Narr. All
events associated with train service t in the set of services T are indexed in set Nt.
Each activity a ∈ A involves two events and has an associated duration La. Figure 9 shows
an event-activity graph with three trains running on a network segment including three
stations. Events are denoted by squares and activities by arcs. For each train, there is
one arrival event (A) and one departure event (D) per station. Trains 1 and 2 pass
through Stations 1, 2, and 3. Train 3 travels in the opposite direction, from Station 3 and
ending at Station 2. Different types of activities are used for modelling different
operational constraints. The types of activities we consider here are described as
follows:

Figure 9:

Example of an event-activity graph (adapted from Dollevoet et al., 2015).

Waiting activity
The dwell of trains at stations is modelled by waiting activities a = (i, i′) ∈ Await where i
∈ Narr and i′ ∈ Ndep.
Travel activity
Train movements between different nodes, i.e., from a departure event i to an arrival
event i′, are modelled by travelling activities, (i, i′) ∈ Atravel.
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Headway activity
Headway activities Ahead ⊆ Ndep × Ndep are needed to avoid conﬂicts between trains using
the same track segment. In the example in Figure 9, Trains 1 and 2 use the same track
segment when travelling from Station 1 to Station 2. Clearly, the trains cannot depart
from the same station simultaneously. Therefore, a precedence relation needs to be
speciﬁed between these two trains: either Train 1 departs before Train 2 or the other
way round. Headway activities come in pairs: for each pair of conﬂicting events i and j,
we add two headway activities (i, j) and (j, i) to the set Ahead. In Figure 9, headway
activities are represented by vertical dashed arcs. Generating a feasible solution involves
selecting exactly one headway activity for each pair of conﬂicting events. The passing of
Train 2 through Station 2 is modelled by dummy events and shown by dashed squares to
indicate that the train passes through the station without stopping, i.e., arrival and
departure take place at the same time. Such dummy events are needed to prevent
overtaking on single-track segments, e.g., if Train 1 leaves Station 1 before Train 2, then
Train 1 should arrive at Station 2 before Train 2. The ﬁrst-in-ﬁrst-out property is ensured
by the additional headway activities at Station 2.
Spread activity
Spread activities in set Aspread have the same structure as headway activities, but they are
deﬁned at the stations and only for events belonging to the same type of service. Their
purpose is to maintain a sufficiently large time gap between two consecutive trains. The
duration of a spread activity is based on economic considerations such as customer
preference rather than operational or safety constraints.
Platform activity
Platform activities Aplat ⊆ Narr × Narr are deﬁned for each pair of trains that might be
assigned to the same platform. Similar to headway activities, there is a pair of mutually
exclusive platform activities for each pair of conﬂicting events. Let i and j be arrival
events of two trains assigned to the same platform. Conﬂicts are resolved by selecting
either activity (i, j) or activity (j, i). Platform activities ensure that enough time has
passed between one train leaving a platform and another one approaching it. In Figure
11, platform activities are illustrated between Trains 1 and 2 at Stations 1 and 3.
Junction activity
Platform activities can be generalised to avoid conﬂicts at junctions. Junctions are
modelled as dummy stations where conﬂicting trains, i.e., trains crossing each other’s
track are assigned to the same platform. Such a situation is illustrated in Figure 10
where the diagram on the left shows an example with two double-track lines crossing
each other. The table on the right lists all potential conﬂicts between trains traversing
different paths. Feasibility is enforced by including a platform activity in a set Ajunc for
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each pair of conﬂicting trains. In the example of Figure 10, conﬂicts between trains
travelling from A to C and from B to C are avoided by headway activities.

Figure 10:

Potential conﬂicts at a junction of two double-track lines.

Bi-directional track activity
The concept of platform activities is also used to prevent conﬂicts at track segments that
are traversed in both directions (AbiDir). In contrast to platform and junction activities, bidirectional track activities are deﬁned between pairs of departure events, i.e., a train
can travel on a track only when the incoming train has moved to the next track segment.
No-wait activity
No-wait activities (AnoWait) are similar to waiting activities in that they connect arrival and
departure nodes of the same train. However, they are deﬁned only at points and
junctions to ensure that the trains leave immediately. These activities are used to avoid
overtaking at nodes without the required infrastructure. The reasoning behind no-wait
activities is illustrated in Figure 11, showing three trains: Train 1 and 3 headed towards
B, and Train 2 towards C. For this example the only feasible sequences indicating the
order in which the three trains pass through the junction are 1-3-2, 3-1-2, and 3-2-1.
Without a no-wait constraint, a sequence 2-3-1 in which Train 3 arrives at the junction,
“disappears” between its arrival and departure time to allow Train 2 pass through the
junction, and “appears” again to continue towards B would be possible, which is clearly
not feasible in reality.

Figure 11:

No-wait activities are incorporated to avoid sequence 2-3-1.
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In addition to the activities above, we restrict the total journey time of each service,
assuming that customer convenience decreases with longer travel times. The reliability
of a timetable depends on the planned journey time compared to the minimal journey
time between a pair of locations. Travel time buffers can be used to recover from a
delay. In our model, the actual journey time of train service t may not be longer than ct
times the journey time in the reference timetable, which we refer to as stretch
constraints.

A.1.2 Two-stage stochastic programming formulation
The TTSP belongs to the class of two-stage stochastic programs with recourse (Bianchi et
al., 2009, Birge and Louveaux, 2011, Homem-de Mello, 2000). The ﬁrst-stage
corresponds to decisions made before the realisation of the random variables. Each
realisation is referred to as a scenario. When the ﬁrst-stage decisions have been
ﬁnalised and uncertainty is revealed, recourse actions may be taken; these are referred
to as second-stage decisions. The objective function of the stochastic program
incorporates the expected value of the second-stage decisions. This allows the
possibility of responding to the realised random event with a suitable recourse strategy
when making the ﬁrst-stage decisions. The ﬁrst stage in our problem consists of
determining a feasible order among services and setting the arrival and departure times
at each location along the route. All feasible solutions are equally good at the ﬁrst-stage.
However, the smaller the deviations from the timetable due to delays introduced in the
second stage, the better the overall solution. Services in the timetable are executed
regardless of the delays, i.e., there exists a feasible second-stage solution for each ﬁrststage solution and each random outcome. Models with this property are called twostage stochastic programs with relatively complete recourse.
The most popular approach for solving such problems is to transform the stochastic
problem into a deterministic equivalent program (DEP). Typically, a DEP is created by
formulating a sub-problem for each random outcome and combining the sub-problems
into an integrated model.
In this section, we present the DEP of the two-stage stochastic program under the
assumption that the scenarios are discrete and ﬁnite in number. The goal is to generate
a robust timetable that covers all services in T. The objective function minimises the
expected weighted average of the worst delay and the average delay at stations. The
worst delay in each scenario is expressed by the maximum deviation from the timetable.
The average case is given by the average delay per event. The two terms in the objective
function are weighted by specifying the value of a parameter α ∈ [0, 1].
Trains experience random delays as speciﬁed by a set S of scenarios. Each scenario s is
deﬁned by a tuple (ps, ds) where ps is the probability of occurrence and ds is a vector of

26

delays such that there is one non-negative delay value for each travel and wait activity
denoted by das.
The index set of stations used in the model is denoted by R. For each station r ∈ R, the
index set of platforms is given by Pr and all events associated with it are indexed in Nr ⊂
N. We also denote NR = Ur∈R Nr. Trains can be freely assigned to platforms in the case of
delays (i.e., in the second stage), but event i has to be assigned to platform qi (the
default assignment) in the ﬁrst stage.
The planning horizon is typically about two hours (e.g., the length of a rush hour period).
The desired times of occurrence of each event (i.e., the times in the reference timetable)
are denoted by li. Each event in the new timetable has to be scheduled within bi time
units of li. The DEP uses the following variables:

For each event i ∈ N, a continuous variable xi denotes the time in the new timetable and
yis the actual time in scenario s. In the second stage, a binary decision variable zips equals
one if arrival i ∈ Narr is assigned to platform p ∈ Pr in scenario s, and zero otherwise. The
complete formulation is given as overleaf.
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The ﬁrst-stage problem is deﬁned by constraints (7)–(19). The time for traversing a rail
segment and the dwell time at the platform are speciﬁed by constraints (7). Inequalities
(8) and (9) impose the permissible deviations from the reference timetable, i.e., the time
of occurrence of an event must be within bi time units of the desired time. Constraints
(10) set a precedence relation for each pair of train services associated with events in
Ahead and Aspread. Constraints (11) and (12) enforce a minimum time gap between any
two conﬂicting services and services with the same stopping pattern. Inequalities (13)
determine the sequence in which trains approach a platform, while (14) and (15)
guarantee that there is sufficient time between trains to avoid conﬂicts. These
precedence relations are speciﬁed only for services using the same platform. Constraints
(16) bound the increase in the total journey time of services in the new timetable
compared to the journey time in the reference timetable. Equations (17) prevent
overtaking at points and junctions if trains use the same track segments. Finally,
constraints (18) and (19) deﬁne the domain of the binary ﬁrst-stage decision variables.
The second-stage problem is given by constraints (20)–(33). Constraints (20) prevent an
event occurring before it the time that has been set in the ﬁrst stage. For each train
service, constraints (21) propagate the delay along the route. A precedence relation
between trains using the same track segments is speciﬁed by constraints (22). An
appropriate distance between departing and arriving trains is enforced through
constraints (23) and (24), respectively. Each arrival must be assigned to one platform
(25). Constraints (26) specify the order in which trains approach a platform, while
constraints (28) and (29) maintain a minimum time gap between the departure of a train
and the arrival of another train using the same platform. Constraints (30) prevent
overtaking at points and junctions. Finally, constraints (31)–(33) deﬁne the domain of
the binary second-stage decision variables.
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A.2 Algorithmic details
A.2.1 Destroy operators
Given a solution, partial or complete, we apply three destroy operators to remove jobs
from machines. All operators remove jobs until at least u operations have been
unscheduled. The number of operations u is chosen randomly from the interval
[0.1|Oa|, 0.3|Oa|] where set Oa contains all assigned operations and |Oa| is the
cardinality of the set.
The ﬁrst destroy operator diversiﬁes the search by removing jobs randomly. The second
operator sorts jobs in ascending order of the number of times the job has been
scheduled, n, and removes them, one after another, until at least u removals have been
made. Jobs that are easy to schedule are removed ﬁrst in order to make room for more
challenging jobs. This operator is diversiﬁed by adding a random number in the interval
[0, 1) to n. The third operator removes jobs that contribute the most to the objective
value. Jobs are sorted in ascending order of their expected delay in the current solution
and removed, one after another, until at least u operations have been unscheduled.

A.2.2 Acceptance criterion
A new solution x′ is accepted as the current incumbent (x) according to a simulated
annealing acceptance criterion (Kirkpatrick et al., 1983). Improving solutions (i.e., f (x′) <
f (x)) are always accepted as current incumbents. Deteriorating solutions are accepted
with probability e(f(x′)−g(x))/t. Parameter t is the current temperature in the annealing
process. It is initialised when the ﬁrst feasible solution, xinit, is found:

Accordingly, a wt % worse solution is accepted with a probability of 50% (Pisinger and
Ropke, 2007, Ropke and Pisinger, 2006). Until the ﬁrst feasible solution is found, we
replace the current incumbent if the new solution covers a larger number of operations.
The cooling rate is controlled by parameter c, i.e., t is replaced by tc in each iteration.
The best found solution xbest is replaced if x′ complies with all constraints and f (x′) < f
(xbest).
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A.3 Experiments on benchmark instances
A.3.1 Generation of benchmark instances
Benchmark instances are generated by a Python script. The input is the desired number
of stations and the time frame in which trains are scheduled. The instance generator
ﬁrst creates a network layout with the desired number of stations. Points and junctions
are assigned to random locations. Next, all potential services that could run on this
layout are identiﬁed. For each instance, the desired departure time of each service from
its origin is set randomly. The arrival and departure times at the subsequent stations on
the route are calculated based on the length of the track segments and the average
speed of the trains. Regular trains are assumed to travel at 49.7 mph on average, while
express trains travel at 68.35 mph on average5. A travel time margin of 5% is added to
each trip in the reference timetable. Dwell times are either three minutes if a stop is
scheduled, or zero if the service passes through a station (for example, in the case of
express services).
Delay scenarios are generated by Monte-Carlo sampling. For each service, the
probability of being delayed is set to 0.5, in which case the length of the delay is
sampled from a Gamma distribution with parameters α = 3 and β = 2 (the mean and
standard deviation of this distribution is six and 3.46, respectively). The delay is then
designated either as a waiting activity with a probability of 0.1; otherwise, it is a travel
activity.
In total, we have generated 30 test instances with between three and seven stations and
between 34 and 76 services over a planning horizon of two hours. The instance names
are of the form tt_x_y_z, where x ∈ {3, 4, 5, 6, 7} denotes the number of stations, y ∈ {1,
2, 3, 4, 5} is an index to differentiate instances with the same characteristics, and z ∈ {j,
nj} indicates whether the instance contains a junction (z = j), or has no junction (z = nj).
Associated with each instance are 10 different delay scenarios. The characteristics of the
benchmark instances are summarised in Table 2.

5

For a benchmark instance, we use illustrative speed, dwell time, and delays to demonstrate the principle. The parameter
values in the case study are derived empirically.
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Table 2:

Characteristics of benchmark instances.

A.3.2 Experiments on benchmark instances
In this section, we present results on solving the benchmark instances both by CPLEX
and LNS. A comparison of the results generated by the two approaches enables us to
assess the robustness of the heuristic when applied to different instances.
The problem parameters are set as follows: arrival and departure times of services may
be shifted by 60 minutes (parameter b); headway times are set to four minutes; services
affected by spread constraints are scheduled with a minimum time gap of 15 minutes;
and ﬁnally, the journey times of express and regular services may be stretched by at
most 5% and 10%, respectively, compared to the times given in the reference timetable
(parameter ct). The weight parameter in the objective function is set as α = 0.5. The
number of scenarios considered is ten.
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A.3.3 Benchmark instances solved by CPLEX
Table 3 shows the results by CPLEX within 20 hours of computation time and a memory
limit of 4GB. Two versions of the model, one as presented in Section 3 (called “MIP
recourse”) and the other with a simpliﬁed second-stage where the binary decision
variables are eliminated (called “LP recourse”), are compared with each other. In ﬁrst
case, trains may overtake each other and the published platform assignment may be
changed in the case of a delay. In the second case, the order among trains and the
platform assignments are maintained, but trains may travel faster. For each version, we
report the objective value OV, the percentage gap GapMIP between the lower bound and
the best primal solution, and the computation time CPU(min) in minutes. The last three
columns of the table compare the two versions in terms of objective value, lower bound,
and computation time, respectively. The last four rows of the table summarise the
results by presenting the minimum, average, median, and maximum values for each of
the last three columns, respectively.
Only a few instances can be solved to proven optimality, with CPLEX generally running
out of time. However, when solving instance tt_3_3_nJ with the MIP recourse, for
example, the memory limit is reached at 923 minutes. No solution was found for
instances tt_3_4_nJ and tt_5_5_j, although infeasibility is conﬁrmed only for the latter.
Surprisingly, the model with LP recourse is not always easier to solve than with MIP
recourse. The average computation time increases by 132.71% by removing the binary
variables and the associated constraints (i.e., by prohibiting overtaking and platform
reassignment). This result might be biased by the limited computational resources. Still,
in the worst case, the computation time changes from 0.35 minutes to 6.06 minutes, a
sixteen-fold increase. Both versions have the same number of instances where a feasible
solution is provided. Remarkably, the results indicate that there is no advantage of using
a complicated recourse action in the second-stage. The average solution quality can be
improved by 2.74% by using the simpliﬁed recourse strategy. Theoretically, the MIP
recourse produces at least as good results as the LP recourse, but when comparing the
lower bounds there is no instance in which the MIP version dominates. Looking at the
objective values, the MIP recourse indeed ﬁnds better solutions for some instances.
However, in all these instances the GapMIP value is larger with the LP recourse in
comparison to that of the MIP recourse. This ﬁnding suggests that complicated recourse
actions might be avoided if there is sufficient ﬂexibility in allocating buffer times, but
with the caveat that this observation applies to the planning phase and to the
operational phase when delays are small. Otherwise, more elaborate recovery strategies
will be necessary in practice.
The ﬂexibility of absorbing delays by buffers clearly depends on the extent to which
stretching the minimum journey time of services is allowed. Thus, in a second set of
experiments, we prohibit stretching the journey times of services beyond the times in
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the reference timetable6. Table 4 summarises the results. It is seen once again that there
is no advantage of using the MIP recourse over the LP recourse in terms of the lower
bound. In an extreme case, the objective value generated by using the MIP recourse is
5.72% better than by using the LP recourse (the GapMIP values for this instances are
5.65% and 10.76%, respectively); the average and median gaps in the objective values
are negative. These results further support our observation that considering a simple
recourse strategy can results in robust timetables even with tight constraints on the
journey times. Another interesting observation is that only 20 instances are solved
without the possibility of stretching the running times, compared to 28 when stretching
was allowed. Here, infeasibility was proven for six out of ten unsolved instances.

Table 3:
Benchmark instances solved by CPLEX. Total journey time may be stretched by
5% for express services and by 10% for regular services compared to the times given in
the reference timetable. 2 out of 30 instances remained unsolved.

6

Small travel time margins are also incorporated into the reference timetable.
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Table 4:

Benchmark instances solved by CPLEX. Total journey times may not be longer
than in the reference timetable. 10 out of 30 instances remained unsolved.

A.3.4 Benchmark instances solved by LNS
The performance of the LNS algorithm is shown in Figure 12, which presents the solution
quality as measured by the gap from the best known value versus the required
computation time for different numbers of iterations. Each instance is solved ﬁve times
to account for the stochastic nature of the algorithm. The vertical axis on the left shows
the solution quality of the average and the best solution over the ﬁve runs per instance.
The solid curves relate to the average solution quality per instance; the dashed curves
indicate the best solution value. The curves show the average (marked by asterisk) and
the maximum percentage gap (marked by a square) to the best known solution value
(BK) by considering all instances. For each instance, BK is the minimum solution value
regardless of the applied solution approach. The vertical axis on the right shows the
total computation time (solid line with diamonds) and the time solely spent on
evaluating solutions (dashed line with diamonds) as described in Section 4.2.3.
The results in Figure 12 show that the solution quality improves with longer
computation times. However, even with 1000 iterations (that is, in less than six
minutes), LNS is able to generate feasible solutions that are, on average, within 23% of
the best known solution value. The average solution quality improve continuously as the
number of iterations is increased: with 120K iterations the best and average gaps to BK
are 2.80% and 6.08%, respectively, while the average computation time is 4.1 hours. The
small difference between the average solution quality of the best and the average run
suggests that the algorithm generates similarly good results over several runs. LNS fails
to generate solutions with gaps below 10% on two instances within the tested number
of iterations. In the worst case, the best solution is 15.45% worse than the BK.
The results also suggest that around half of the time is spent on adjusting the starting
times of operations and computing the objective value, i.e., executing lines 4–6 in
Algorithm 1. Yet, the beneﬁt of applying linear programming exclusively to promising
solutions is substantial. Figure 13 compares the computation time and the solution
quality of two versions of LNS under an increasing number of scenarios: the “LP
evaluation” where each feasible solution is evaluated by LP and the “Greedy/LP
evaluation” where the objective value is approximated by a greedy algorithm (Section
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4.2.3) and only further optimised by LP if the approximation is within a given threshold
to the best found solution. Nine randomly chosen instances are used for this
experiment. The number of LNS iterations is 10K. The vertical axis on the left shows the
average deterioration in the solution quality when moving from the LP evaluation to the
Greedy/LP evaluation. The vertical axis on the right shows the average computation
time of each approach in minutes.
With two scenarios, the LP evaluation is ﬁve minutes faster. However, the time required
for evaluating each feasible solution by LP appears to grow exponentially with the
number of scenarios. The Greedy/LP version exhibits a non-linear increase in
computation time as well, but the factor by which the requirement grows is
considerably smaller. Neither approach is dominated by the other in terms of solution
quality. The average deterioration in the objective value oscillates between –1.08%
(with 15 scenarios) and 1.7% (with two scenarios). Given the high computational
requirements, further experiments are run with 90K iterations, for which the results are
given in Table 5. The second column is the best known solution value (BK) for each
instance. The following columns present the gap to BK of the best solution values found
by CPLEX (GapCPLEX), the best solution value found by LNS (Gapmin), and the average
solution value found by LNS (Gapavg). The last two columns give LNS’s average
computation time in minutes (CPU) and the share of the solution evaluation process as
given in Section 4.2.3 (CPUEV) as a percentage. The results are summarised in the last
four rows by presenting the minimum, average, median, and maximum value for each
column.
CPLEX generates results with an average gap of 4.55% to BK. The average solution
quality of the best run of LNS as measured by Gapmin is 3.84%. The average computation
time of LNS is 192.11 minutes, of which an average of 52.53% is spent on evaluating the
objective function of a solution by setting appropriate starting times for operations. No
instance requires more than six hours, on average. As indicated above, LNS struggles to
ﬁnd a good solution for some instances. A remedy could be to increase the number of
iterations (see Figure 12).
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Figure 12:

Figure 13:

Performance of LNS with 1K, 30K, 60K, 90K, and 120K iterations.

Beneﬁt of approximating objective values before applying LP to set
appropriate starting times.
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Table 5:
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Detailed LNS results on benchmark instances. The results of CPLEX and LNS
with 90K iterations are compared to the best known solutions.
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